Towards Detecting Dyslexia in Children’s Handwriting Using Neural Networks

Katie Spoon 1  David Crandall 1  Katie Siek 1

Abstract

Literacy is the most reliable indicator for future success (Ritchie & Bates, 2013). Dyslexia is a learning disability that hinders a person’s ability to read (Learning Disabilities Association of America). Dyslexia needs to be caught early, however, teachers are not trained to detect dyslexia (Walsh et al., 2006) and screening tests are used inconsistently. We propose (1) two new data sets of handwriting collected from children with and without dyslexia, and (2) an automated early screening technique to be used in conjunction with current approaches, to accelerate the detection process.

1. Introduction

An estimated 20% of the U.S. population has dyslexia or a similar language-based learning disability (National Center for Learning Disabilities, 2017a)—that’s 11.32 million kids (National Center for Education Statistics, 2018). Dyslexia is not tied to IQ (Gabrieli et al., 2011); many smart, successful people have dyslexia. Students with dyslexia can perform well if they receive the interventions and accommodations they need. If a child struggles to read in third grade, they are four times more likely to drop out of high school (Hernandez, 2011), so the recommended age for detection is third grade. However, fewer than 5% of students with dyslexia are actually detected and/or diagnosed by third grade (National Center for Learning Disabilities, 2017b). The detection process is often not straightforward, but an obstacle course of hoops and roadblocks, often delaying diagnosis and causing critical years of learning to be lost.

Moreover, this problem has not entered the public consciousness: according to a recent survey (Cortiella & Horowitz, 2014), 53% of people think that learning disabilities are diagnosed in grades 1-4, and an additional 23% think they are diagnosed in kindergarten. But most detection comes much later, to the detriment of the student and, by extension, society. Teachers are often blamed for this problem, but teachers do not routinely have the training to detect learning disabilities (Walsh et al., 2006). There is thus a strong need for earlier, easier, and less costly detection of dyslexia.

In this paper, we present ongoing work in which we explore the potential of modern machine learning methods to automatically identify possible indications of dyslexia in handwriting. In particular, we propose a multi-stream convolutional neural network to classify handwriting as suggestive of dyslexia or not, with the intention of creating a triage tool that could, together with evidence from teachers and parents, be used to refer the child to a school psychologist for further testing.

2. Motivation

2.1. Related Work

As dyslexia and other learning disabilities have gained awareness, various approaches have been used to try to detect and diagnose these disabilities.

Conventional detection of dyslexia often focuses on behavioral aspects, including reading and writing proficiency, IQ, phonological awareness (sounding out words), and working memory, typically all assessed using standardized tests. This process is time-consuming, and can miss many cases of dyslexia since every person experiences it differently. Many children with dyslexia perform well on standardized tests by overcompensating, as many are at average or above average intelligence.

Many groups have used machine learning to detect dyslexia using students’ test scores as well as demographic or survey data as features (Kohli & Prasad, 2010). Loizou and Laouris used the results of four tests for dyslexia as features in several machine learning techniques to diagnose students, amounting to 226 total features (2011). Costa et al. used a total of 144 features, including some hand-collected from interviews with families and students (asking about discipline, liking school, having friends, etc.), to assess learning disabil-
Towards Detecting Dyslexia in Children’s Handwriting Using Neural Networks

ities (2013). Others have successfully diagnosed dyslexia from computational classification of brain electrical activity (Duffy et al., 1980; Leongre et al., 2013) or by tracking eye movements (De Luca et al., 2002). Very recent work by Rezvani et al. used machine learning to automate EEG (brain wave) and brain image analysis to potentially decrease the cost of brain screening tests (2019). Other work even combines EEG tests and genetic tests to diagnose dyslexia (Wilcke et al., 2015). Gathering hundreds of these high-level features or administering neurological tests is expensive and time-consuming. Here we consider the complimentary goal of detecting potential cases of dyslexia automatically, leaving it to experts or more extensive automated tests to confirm a diagnosis.

A new wave of interactive technology to detect dyslexia has emerged in recent years. Rello et al. designed a game that can detect dyslexia across languages (2016), only requiring a student to play the game for approximately 15 minutes to calculate a likelihood of the student having dyslexia. Other research groups have also designed games for the detection of dyslexia (Ekhsan et al., 2012; Bartolome et al., 2012; Gaggi et al., 2012).

However, none of these applications has attempted to detect dyslexia through handwriting. Handwriting is easy to collect but still could provide substantial evidence for making a dyslexia detection decision. Decades of computer vision research have allowed Optical Character Recognition (OCR) to reach nearly perfect performance, but the vast majority of this work is for adult handwriting. Janet Read has been studying handwriting recognition for children for many years. Most of her work has been centered on designing systems and environments for children to improve their handwriting (Read & Horton, 2004), so recognition of children’s handwriting was an important component. Due to the lack of a large, publicly available data set of children’s handwriting, she used human-in-the-loop techniques, and recommended the collection of a larger data set. Other groups have also investigated handwriting recognition to automate scoring standardized tests (Srihari et al., 2008).

In this paper, we propose using children’s unstructured handwriting samples as a technique for early detection of dyslexia. To our knowledge, we are the first to propose this kind of detection system.

3. Data Collection

We contribute a new data set of children’s handwriting from grades K-6, partitioned in two:

1. An unconstrained, “messy” set of creative handwriting, where parents were asked to upload a photo of handwriting their child had already written. We currently have 2 samples from students with dyslexia and 15 samples from students without dyslexia.

2. A controlled data set, collected by children who were asked to write down words and a paragraph read by parents or researchers. We currently have 9 samples from students with dyslexia and 62 samples from students without dyslexia.

Each sample of the controlled data set contains three main components:

1. Twenty words that are typically used to screen for dyslexia when tests are administered. These are common sight words that are easy for children without dyslexia to learn but difficult for children with dyslexia to learn, and especially to spell. (Kindergarten and first grade were only asked to write 10 words.)

2. A paragraph that the children were asked to write. This is used to determine how well children can transition between words, and if it is easier for them to spell words if they are in sentence form. (Kindergarten and first grade only wrote one sentence.)

3. Children were given a story starter (Today I met a sad wolf building a tree house...) and asked to complete the story in three minutes. Kindergarten and first grade students did not complete this part.

Data collection will continue until we have at least 50 samples from students with dyslexia and 100 samples from students without dyslexia for both data sets. Samples from students without dyslexia are much easier to obtain because students with diagnosed dyslexia before sixth grade are rare — something our project is trying to help solve!

We collected the controlled data set (the second partition) through two main IRB-approved approaches:

1. Classroom collection: we taught a lesson plan to several classrooms of students to collect standardized data.
2. **Parental collection**: through an online form, parents were invited to upload handwriting their children had already written for the messy data set. They were also invited to print the form, administer the longer study, and upload that data to the controlled data set.

We collected demographic data along with the handwriting, including grade, age, gender, hand the child wrote with, whether or not they had dyslexia (and if so, when it was detected as well as diagnosed), ethnicity, whether they are hispanic or latino, highest education of their parents, income, marital status, other languages they speak, how often they were read to ages 0-5, how much they enjoy school, and how much they enjoy writing.

4. **Our approach**

We initially tried to use Optical Character Recognition (OCR) software (e.g., Tesseract (Google)) to transcribe the writing in the images, and then use machine learning to predict dyslexia based on spelling errors and other features of the text. This approach did not work well due to the variability in the handwriting, so instead we used visual features of the writing itself.

We based our technique on an existing approach for handwriting recognition (Dwivedi, 2018; Xing & Qiao, 2016) that tried to match different writers to their handwriting. We modified it to assume that there were only two different writers: one with dyslexia, and one without. We ran this approach on the controlled data set.

4.1. **Preprocessing**

We split each image into lines of text and then generated 50 random patches per line. To split the images into lines of text, we used Arvanitopoulos & Süßtrunk’s seam carving technique for historical manuscripts (2014), which – like children’s handwriting – can be quite messy. Even with their approach, some of the samples were still too challenging and needed to be fixed manually (which, in practice, could be easily done with minimal human effort).

After this extraction process, we had 1060 total words from the first section of the data form. Additionally, from the second section of the form we had 222 lines of text, and from the third section of the form we had 185 lines of text. Once we had extracted these text lines, we cropped them, resized to a height of 113 pixels, and generated 50 random 113x113 patches for each line. For the words, we generated only 5 random patches per word, amounting to 5,300 patches of singular words (section I of the document in Figure 1b). We then cropped the lines of text, which gave us 11,100 patches from the second section and 9,250 patches from the third section. Using randomized patches instead of individual letters is attractive because it is language-agnostic, and we plan to expand this project to other languages in future work.

4.2. **Network Architecture**

We applied a convolutional neural network (CNN) to this task, and implemented it using Keras and TensorFlow. The network has 5 convolutional layers, 3 max-pooling (MP) layers, 2 fully-connected (FC) layers, and a dropout layer.

We experimented with a variety of batch sizes (1, 4, 16, 32), as well as number of patches per line (5, 10, 25, 50). We split the data into train:validation:test in a 4:1:1 split. The highest accuracy we obtained can be seen in Section 5, with a batch size of 4 and the number of patches per line set to 50 (most likely due to the small amount of data we have).

5. **Preliminary Results**

We ran the experiment on all grades, but specifically chose to focus on the results from students in third grade. Using five-fold cross validation, we obtained an average accuracy of 55.7±1.4\% compared to a random baseline of 50\%.

More data is required to study the results further, especially more data from students with dyslexia. However, these preliminary results show promise, as they are much higher than the current detection rate of teachers and parents by third grade.

6. **Implications & Ongoing Work**

This data set is still growing by the day, so our immediate goal is to collect a larger data set. With the few samples we have, overfitting is a concern so it is difficult to accurately interpret and utilize the results. We have recently added gift cards as incentives for our study and we have a growing interest from parents in participation.

In future work, we plan on trying unsupervised approaches including clustering to group the data into clusters that could then be inspected by human experts. Due to the prevalence of dyslexia and the number of cases that go undiagnosed, particularly in elementary school, it is possible that some of the negative examples in our training data set may actually be from children with dyslexia. Clustering or other unsupervised approaches may provide us with more information about what handwriting from the 20\% looks like.

Additionally, we would like to visualize the features the neural network is utilizing. Unfortunately, neural networks act as a black box, taking in data and producing an output, without much explanation. In order for a system like this to be considered, educators, administrators and parents need to have an idea of the types of features the network used to determine whether or not the child could potentially have dyslexia. We intentionally collected a large amount of de-
mographic data with the new data sets in order to graph the results and make sure our model is not accidentally leaving out an entire gender, race, socioeconomic level, etc. This will be extremely important as we collect more data and as the accuracy of the model increases.

The implications of this system reach farther than aiding teachers; many parents have struggled to advocate for their children within the public school system. Indeed, Sandman-Hurley, author of an advocacy book for parents of children with dyslexia within the public school system, *Dyslexia Advocate!*, sternly warns parents: “You need to know what to expect, what education rights are afforded you by the 2004 IDEA [Individuals with Disabilities Education Act], and how to prepare for any obstacles. Prepare to become *that parent*.” In addition, once children start the diagnosis process, parents are asked to provide samples of their children’s handwriting from as many years as the child has been writing. Thus, this system would have the potential to show a child’s handwriting over time.

Parents should not have to be able to read and understand complicated laws in order for their child to have a free appropriate public education. An automated piece in the dyslexia detection process could potentially make sure every child is afforded the same opportunities for success, no matter their background.

References


Towards Detecting Dyslexia in Children’s Handwriting Using Neural Networks


